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ABSTRACT
Background: Carbapenem-resistant Acinetobacter baumannii is a critical-

priority pathogen, but the available database records were predominantly not 
annotated for carbapenem resistance. We evaluated associations between 
interpretable peptide features and A. baumannii minimum inhibitory 
concentration (MIC), and tested transfer across sequence-disjoint clusters.

Methods: From 1,740 raw records, 809 exact or reported-mean MIC 
observations were eligible and were aggregated into 525 conservative chemical 
entities. The outcome was entity-level median log2 MIC in micromolar units. 
Twelve prespecified sequence and physicochemical features were analyzed by 
multiple regression with HC3 and 80%-sequence-cluster-robust uncertainty 
estimates. Peptides sharing at least 80% normalized global identity were kept 
within the same development or test partition. A median baseline, Elastic Net, 
Random Forest, and Extra Trees were compared by nested grouped cross-
validation; the locked Extra Trees model was evaluated in 104 test entities. 
Descriptor, assay-metadata, structural, censoring, alignment, homology-
threshold, and similarity-domain sensitivities were examined.

Results: Only 19 of 809 observations (2.3%; 14 entities) were explicitly 
labeled carbapenem-resistant, and 578 (71.4%) lacked a resistance label. Seven 
features had nominal HC3 P values below 0.05, including negative associations 
of MIC with charge, mean hydrophobicity, beta-strand hydrophobic moment, 
cysteine fraction, and C-terminal amidation. Cluster-robust and leave-one-
cluster-out analyses reduced precision and showed that the cysteine and 
N-terminal acetylation findings were concentrated in particular sequence 
families. Extra Trees showed weak development-set transfer (pooled out-of-fold 
R²=0.054; mean outer-fold RMSE=2.174, versus 2.236 for the median baseline). 
In the test set, RMSE was 1.775 log2 units, R² was 0.381 (95% cluster-bootstrap 
CI -0.024 to 0.543), and Spearman rho was 0.579. Performance weakened when 
more remote families were separated and in the named-strain-only subset.

Conclusions: The data support hypothesis-generating associations 
rather than causal feature effects. Predictive transfer to unseen peptide 
clusters was weak during grouped cross-validation, and the more favorable 
single test estimate was uncertain. The model is not validated as a stand-
alone prioritization method and does not support carbapenem-resistant-
specific inference; standardized prospective MIC testing, toxicity and stability 
assessment, and external validation remain necessary.
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Introduction 
Antimicrobial resistance is a major cause of mortality 

and health-system burden. A systematic analysis estimated 1.27 
million deaths directly attributable to bacterial antimicrobial 
resistance in 2019, with a substantially larger number associated 
with resistant infections [1]. Updated global estimates confirm 
that the burden has continued and is expected to remain 
substantial through 2050 [2]. The World Health Organization 
classifies carbapenem-resistant Acinetobacter baumannii among 
its critical-priority pathogens for antibacterial research and 
development [3].

A. baumannii is particularly problematic in intensive-care 
and other healthcare settings because it combines environmental 
persistence, genomic plasticity, multidrug resistance, and a 
repertoire of virulence and envelope adaptations [4,5]. Treatment 
options for resistant infections are limited and can depend on 
agents with narrow therapeutic margins. This creates a need 
for antibacterial chemotypes that operate through mechanisms 
distinct from those of conventional small molecules.

Antimicrobial peptides (AMPs) are structurally diverse 
innate-defense and synthetic molecules with direct antimicrobial, 
membrane-active, and sometimes immunomodulatory 
functions [6,7]. Their activity commonly depends on a balance 
among positive charge, hydrophobicity, amphipathicity, 
conformational propensity, sequence length, and terminal 
or side-chain modification [6-8]. These same properties can 
also influence solubility, proteolytic stability, hemolysis, and 
host-cell toxicity, so activity optimization is intrinsically  
multivariable.

Curated repositories such as DBAASP make species-
specific sequence-activity studies possible [9], and the 
AbAMPdb resource reflects growing interest in peptides 
tested against A. baumannii [10]. Rationally modified helical 
peptides and compact de novo peptides have shown activity 
against resistant isolates [11,12], and few-shot learning has been 
coupled to experimental validation of short-peptide candidates 
[13]. These examples do not remove the need to distinguish 
measured associations from family, structure, and assay effects 
in heterogeneous databases.

Database-derived model performance can be inflated 
when near-identical analogues are divided between training 
and test sets. This risk is especially high in AMP collections 
containing alanine scans, terminal modifications, and analogue 
series. DOME recommendations emphasize transparent 
provenance, independent evaluation, and leakage control 
[14], and AMP benchmarking studies show that dataset 
construction can materially change apparent performance [15]. 
Assay heterogeneity and incomplete strain-level metadata can 
introduce additional confounding that sequence-only models 
cannot resolve.

This database-derived, homology-aware study had 
three objectives: to estimate adjusted associations between 12 
interpretable sequence and physicochemical features and A. 
baumannii MIC; to quantify predictive transfer to 80%-identity 
clusters absent from development; and to characterize how 
resistance labeling, assay metadata, descriptor specification, 
family concentration, and homology definition affect 
interpretation. The analysis was designed to bound uncertainty 

Figure 1 –  Study flow, leakage-controlled validation, and robustness framework

Raw database-derived MIC records were harmonized and aggregated into conservative chemical entities. Sequence clusters were locked 
within partitions and cross-validation folds. The locked model was evaluated in an untouched test set, and interpretation was accompanied 
by descriptor, assay, family, alignment, and homology sensitivities. Abbreviations: MIC, minimum inhibitory concentration; OLS, ordinary least 
squares; PDP, partial dependence plot; SHAP, Shapley additive explanations.
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and domain of applicability rather than infer causal feature 
effects or establish a carbapenem-resistant-specific prediction 
tool.

Methods
Study design and reporting
This was a secondary, database-derived regression and 

machine-learning study. The primary unit of analysis was 
a  conservative peptide chemical entity, and the continuous 
outcome was the median log2-transformed MIC in micromolar 
units. Analyses were organized according to the Data, 
Optimization, Model, and Evaluation domains of the DOME 
recommendations [14]. Figure 1 summarizes the workflow, and 
Supplementary Table S9 provides the reporting checklist.

Data source, eligibility, MIC harmonization, and 
censoring

Activity records were obtained from a curated DBAASP-
derived workbook [9]. The source contained 1,740 raw MIC 
records: 1,222 exact values, 29 mean-plus-standard-deviation 
values, 243 ranges, 244 censored values, and two complex 
records. Eligibility required A. baumannii as the target species, a 
valid peptide sequence and molecular weight, an exact numeric 
MIC or reported mean, units of micromolar or micrograms 
per milliliter, and successful descriptor quality control. Range, 
censored, and complex records were excluded rather than 
assigned arbitrary point estimates. Because exclusion may be 
informative if limit-reported values are concentrated among 
very weak or very strong activities, the resulting regression 
is conditional on numerically resolved records; the direction 
and magnitude of that selection cannot be recovered from the 
available metadata.

The eligible observation-level set comprised 809 
measurements: 782 exact values and 27 reported means. Of 
these, 402 were originally reported in micromolar units and 407 
in micrograms per milliliter. Mass concentrations were converted 
as MIC (µM)=MIC (µg/mL)×1,000/molecular weight (Da). Salt 
form and hydration state were not recorded consistently and 
could not be incorporated into molecular-weight conversion. The 
outcome was log2 transformed to express error on a twofold-
dilution scale. A threshold of 16 µM was used only to assess 
descriptive split balance. Sensitivity analyses restricted the data 
to values originally reported in micromolar units and to exact 
values.

Resistance labels and assay-condition fields were 
summarized before modeling. Nineteen observations were 
explicitly labeled carbapenem-resistant, 171 multidrug-
resistant, 41 other resistance, and 578 had no resistance label; 
no explicit susceptible category was available. Strain labels, 
medium, inoculum, pH, ionic strength, salt type, incubation 
time, and temperature were audited for completeness (Table 
2; Supplementary Table S11). Sparse and nonstandard 
fields precluded reliable multivariable adjustment. Instead, 
separate analyses were restricted to MHB/CAMHB 
observations, MHB/CAMHB observations with exact 
inocula of 5×10^5 or 1×10^6 CFU, and observations with  
a named strain.

Chemical-entity construction and repeated 
measurements

Records were aggregated by normalized amino-acid 
sequence and supported terminal chemistry. Exact sequence 
matches with the same N- and C-terminal state were treated as 

one chemical entity. Explicit cyclic peptides and four OH-CM6 
variants with distinct reported cross-link patterns were retained 
as separate entities pending source-level structural verification. 
This produced 525 entities from 527 DBAASP peptide identifiers 
and 519 unique normalized sequences.

For each entity, the median of eligible log2 MIC 
observations was used as the primary outcome. Median 
aggregation prevented frequently tested peptides from receiving 
disproportionate weight and reduced sensitivity to isolated 
extremes. The full 809-row observation-level dataset was 
retained for audit. Publication identifiers were not consistently 
resolvable from the database reference field, so a publication-
level random-effects model could not be fitted.

Sequence-similarity clustering and leakage control
Primary global identity was defined as 1 minus Levenshtein 

edit distance divided by the longer sequence length. This 
normalized edit measure was selected because it is deterministic, 
symmetric, gap-penalizing, and applicable to short sequences 
of different lengths without choosing a substitution matrix. An 
undirected graph linked pairs meeting the identity threshold, and 
connected components defined clusters; this can merge chains of 
pairwise-similar sequences and was therefore evaluated at 70%, 
80%, and 90% thresholds. As an alignment-based sensitivity, 
80% clusters were recomputed with global Needleman-Wunsch 
alignment (match 1, mismatch -1, gap-open -1, gap-extension 
-0.5), with identity defined as exact matches divided by aligned 
length.

All entities in an 80%-identity cluster were assigned 
atomically to the same partition. An 80:20 split was selected 
from 1,000 candidate group splits to balance the median outcome 
and the proportion with MIC ≤16 µM; the fixed split seed was 
20260806. The development set contained 421 entities in 212 
clusters and the untouched test set contained 104 entities in 53 
clusters. No sequence pair with identity ≥80% crossed the final 
boundary. By contrast, a prior exact-sequence split contained 
304 cross-boundary pairs at this threshold. Five grouped outer 
folds were assigned within the development set while keeping 
clusters intact.

Prespecified features and descriptor sensitivities
The primary feature set contained 12 variables chosen a 

priori for interpretability: sequence length; net charge at pH 7.4; 
Eisenberg mean hydrophobicity [16]; maximum 11-residue-
window hydrophobic moment at 100 degrees (alpha-helical 
geometry) and 160 degrees (beta-strand geometry); aliphatic 
index [18]; normalized Shannon sequence entropy [19]; cysteine, 
glycine, and proline fractions; N-terminal acetylation; and 
C-terminal amidation. Charge used EMBOSS-compatible pKa 
values and Henderson-Hasselbalch ionization with supported 
terminal modifications [17].

Modified-termini isoelectric point was missing for 218 
of 525 entities; charge density is algebraically related to charge 
and length; and Boman index correlated strongly with mean 
hydrophobicity in development (r approximately -0.955). 
These variables were therefore not entered together in the 
prespecified model. Their biological relevance was examined in 
alternative models: Boman index added to or replacing mean 
hydrophobicity; charge density added to or replacing charge 
and length; and isoelectric point analyzed in complete cases 
and after median imputation with a missingness indicator. 
Variance inflation factors and model fit were reported for each 
specification (Supplementary Table S13).
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Adjusted regression and family-cluster sensitivity
Multiple ordinary least-squares regression was fitted in the 

development set with all 12 prespecified variables. Standardized 
coefficients compared association magnitudes; unstandardized 
coefficients retained the original units. HC3 heteroscedasticity-
consistent standard errors and 95% confidence intervals were the 
primary inferential estimates [20]. A second covariance estimate 
treated the 80%-identity sequence cluster as the dependence 
unit. Diagnostics included variance inflation factors, residual-
versus-fitted inspection, Breusch-Pagan and White tests, a 
normal Q-Q plot, the Jarque-Bera test, and Cook's distance. All 
P values were exploratory and were not interpreted as causal  
evidence.

Two focused leave-one-cluster-out analyses assessed 
family concentration. For N-terminal acetylation, the 
80%-identity cluster containing most acetylated development 
entities was removed and the 12-feature model refitted. For 
cysteine, the cluster containing the largest number of entities 
with at least two cysteines was removed and the model refitted. 
These analyses test dependence on dominant families but cannot 
eliminate residual structural-class confounding.

Machine-learning development, audit, and test 
evaluation

A median-prediction baseline was compared with Elastic 
Net [21], Random Forest [22], and Extra Trees [23]. The archived 
primary analysis used five outer grouped folds and three inner 
grouped folds, with 80%-identity clusters kept intact and RMSE 
as the optimization metric. Three inner folds were used to retain 
adequate numbers of clusters in each partition of the 421-entity 
development set while limiting instability and computational 
burden [24]. The primary archived outputs preserve fold-level 
performance, selected settings, and the locked final model, but 
the launch script containing the complete original candidate 
lists was not recoverable. To avoid reconstructing unverified 
settings or changing the test model after test outcomes were 
known, the primary results were retained and a separate 
fully specified repeat audit was performed (Supplementary  
Tables S16-S17).

The locked primary Extra Trees model used 160 trees, 
max_features=0.5, min_samples_leaf=3, min_samples_split=2, 
and unrestricted depth. The repeat audit specified the complete 
Elastic Net grid and tree-model search spaces, used three grouped 
inner folds, 12 randomized tree-parameter draws per outer fold, 
split seed 20260806, fold seed 20260755, and analysis seed 
20260717. The audit was interpreted as a reproducibility and 
model-selection-stability check, not as grounds to replace the 
locked test model.

Performance metrics were RMSE, mean absolute error 
(MAE), R², Spearman rank correlation, and Pearson correlation. 
The held-out test set was evaluated with the locked Extra Trees 
model. Ninety-five percent confidence intervals were estimated 
from 1,000 bootstrap samples of intact test clusters [27].

Model attribution and sensitivity analyses
For the locked model, SHAP values were calculated on 

held-out test predictions to describe each feature's contribution 
to predicted log2 MIC [26]. Global mean absolute SHAP 
values, a SHAP distribution plot, permutation importance, and 
partial-dependence functions were reported. These are model 
attributions, not causal effects. Fold-wise out-of-fold SHAP 
rankings were compared to assess stability beyond the single 
test partition.

Prespecified data-quality analyses restricted the data to 
exact MIC values, original micromolar values, exact original-
micromolar values, and entities not requiring structural review; 
another excluded entity medians below 0.05 or above 256 
µM. Regression robustness was examined after excluding 
Cook-influential entities. Generalization was re-estimated 
under 70%, 80%, and 90% grouping, and with Needleman-
Wunsch clusters. Additional analyses evaluated assay-restricted 
subsets, alternative descriptors, cluster-robust inference, 
dominant-family exclusion, and absolute error across nearest-
development-sequence identity strata. These analyses were 
treated as robustness and domain-of-applicability checks rather 
than independent confirmatory tests.

Software and reproducibility
Analyses used Python 3.13.5 with NumPy 2.3.5, pandas 

2.2.3, SciPy 1.17.0, scikit-learn 1.8.0 [25], statsmodels 0.14.6, 
SHAP 0.50.0, Matplotlib 3.10.8, joblib 1.5.3, and Biopython 
1.86. The analysis-ready workbook, original and repeat-audit 
outputs, executable scripts, fitted model, and figure-generation 
code are included in the submission package and deposited at 
Zenodo (https://doi.org/10.5281/zenodo.22170145). 

Results
Dataset composition, resistance labels, and assay 

metadata
The 809 eligible observations represented 525 conservative 

chemical entities. Entity-level median MIC was 4.32 µM 
(interquartile range, 1.93-12.50), 426 entities (81.1%) had 
median MIC ≤16 µM, median sequence length was 17 residues, 
and 280 entities (53.3%) were C-terminally amidated. Eighty-
two entities contained at least two cysteines, and six explicitly 
cyclic or otherwise cross-linked entities required manual 
structural review.

Outcome balance was similar across the leakage-controlled 
split. Median log2 MIC was 2.117 in development and 2.056 in 
test, while the proportions with MIC ≤16 µM were 81.2% and 
80.8%, respectively (Table 1). The test set had somewhat longer 
sequences but remained completely disjoint from development 
at the primary 80% cluster definition.

Resistance status was inadequate for a susceptible-versus-
resistant comparison. The 19 CRAB observations represented 
14 entities; 171 observations were labeled MDR, 41 had 

Table 1 Entity-level dataset and leakage-controlled split

Partition Entities 80% identity 
clusters

Median MIC, µM 
[IQR]

Length, residues 
[IQR] Net charge [IQR] C-terminal 

amidation MIC ≤16 µM

Overall 525 265 4.32 [1.93-12.50] 17.0 [13.0-22.0] 5.94 [4.94-7.00] 280 (53.3%) 426 (81.1%)
Development set 421 212 4.34 [1.97-12.50] 16.0 [13.0-22.0] 5.79 [4.64-7.00] 224 (53.2%) 342 (81.2%)
Held-out test set 104 53 4.16 [1.64-11.61] 19.5 [14.0-29.0] 5.94 [4.94-7.94] 56 (53.8%) 84 (80.8%)

Note. The descriptive activity threshold was used only to assess split balance. Lower MIC denotes greater measured activity. Abbreviations: 
IQR, interquartile range; MIC, minimum inhibitory concentration.
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Table 2 Observation-level resistance labels and assay-metadata availability

Domain Category or field Available n/N (%) Interpretive consequence

Resistance label Carbapenem-resistant (CRAB) 19 (2.3%) Only 14 chemical entities; no CRAB-
specific model

Resistance label Multidrug-resistant (MDR) 171 (21.1%) Descriptive only
Resistance label Other resistance reported 41 (5.1%) Descriptive only

Resistance label Resistance not reported 578 (71.4%) No explicit susceptible comparison 
group

Assay metadata Named strain label 320 (39.6%) 45 distinct reported labels

Assay metadata Growth medium 806 (99.6%) MHB 570; CAMHB 115; other media 
121

Assay metadata Inoculum (CFU) 760 (93.9%) Values and ranges were 
heterogeneous

Assay metadata pH 4 (0.5%) Insufficient for adjustment
Assay metadata Ionic strength 36 (4.4%) Insufficient for adjustment
Assay metadata Salt type 0 (0.0%) Not reported
Assay metadata Incubation time 0 (0.0%) Not reported
Assay metadata Temperature 0 (0.0%) Not reported

Note. Resistance categories were mutually exclusive as recorded. No category explicitly identified susceptible isolates. Abbreviations: CAMHB, 
cation-adjusted Mueller-Hinton broth; CFU, colony-forming units; CRAB, carbapenem-resistant Acinetobacter baumannii; MDR, multidrug-
resistant; MHB, Mueller-Hinton broth.

Table 3 Adjusted linear associations with entity-level median log2 MIC in the development set

Feature Standardized β 95% HC3 CI HC3 P value 95% 80%-cluster-
robust CI Cluster-robust P value

Sequence length 0.083 -0.123 to 0.288 0.428 -0.295 to 0.461 0.666
Net charge at pH 7.4 -0.305 -0.515 to -0.095 0.004 -0.659 to 0.049 0.091
Mean hydrophobicity -0.206 -0.383 to -0.028 0.023 -0.488 to 0.077 0.153
Alpha-helical hydrophobic 
moment -0.078 -0.203 to 0.046 0.216 -0.265 to 0.108 0.408

Beta-strand hydrophobic 
moment -0.141 -0.266 to -0.015 0.028 -0.328 to 0.047 0.141

Aliphatic index 0.141 0.010 to 0.271 0.035 -0.058 to 0.340 0.165
Normalized sequence 
entropy 0.019 -0.110 to 0.148 0.768 -0.168 to 0.206 0.838

Cysteine fraction -0.469 -0.617 to -0.320 <0.001 -0.722 to -0.215 <0.001
Glycine fraction -0.015 -0.109 to 0.079 0.756 -0.136 to 0.106 0.809
Proline fraction -0.005 -0.091 to 0.081 0.909 -0.122 to 0.112 0.933
N-terminal acetylation 0.083 0.034 to 0.131 <0.001 0.039 to 0.126 <0.001
C-terminal amidation -0.127 -0.236 to -0.018 0.023 -0.268 to 0.014 0.078

Note. HC3 and 80%-cluster-robust estimates address different error structures but do not remove unmeasured confounding. P values are 
nominal and exploratory.

another resistance label, and 578 lacked a resistance label. No 
observation category explicitly identified susceptible isolates. 
Medium was reported for 806 observations and inoculum 
for 760, but named strain labels were available for 320; pH, 
ionic strength, salt type, incubation time, and temperature 
were largely or entirely unavailable (Table 2; Supplementary  
Table S11).

Adjusted associations and family sensitivity
The 12-feature model explained 28.1% of development-

set variance (adjusted R², 26.0%). All primary-model variance 
inflation factors were below 3.73. Under HC3 inference, seven 
variables had nominal P values below 0.05 (Table 3; Figure 2): 
net positive charge (standardized β -0.305, 95% CI -0.515 to 
-0.095; P=0.004), mean hydrophobicity (β -0.206; P=0.023), 
beta-strand hydrophobic moment (β -0.141; P=0.028), cysteine 
fraction (β -0.469; P<0.001), C-terminal amidation (β -0.127; 
P=0.023), aliphatic index (β 0.141; P=0.035), and N-terminal 

acetylation (β 0.083; P<0.001). These estimates describe 
conditional associations in the development data.

Cluster-robust uncertainty was wider. Cysteine fraction 
and N-terminal acetylation retained P<0.001, C-terminal 
amidation had P=0.078, and the charge, hydrophobicity, beta-
strand moment, and aliphatic-index P values ranged from 0.091 
to 0.165. N-terminal acetylation was present in 14 entities 
overall and 13 development entities distributed across three 
development clusters; 11 of 13 were in cluster SC80_0075. After 
excluding that cluster, the acetylation coefficient was 1.016 
(95% HC3 CI -1.347 to 3.379; P=0.399). Cluster SC80_0026 
contained 30 entities, 29 with at least two cysteines; after its 
removal, the cysteine-fraction coefficient was -4.197 (95% CI 
-9.296 to 0.903; P=0.107). Thus, both findings were sensitive to 
family concentration.

Regression diagnostics showed heteroscedasticity 
(Breusch-Pagan P<0.001; White-test P<0.001) and non-normal 
residual tails (Jarque-Bera P<0.001), supporting robust rather 
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Figure 2 – Adjusted linear associations with entity-level median log2 MIC in the development set

Points are standardized coefficients and horizontal lines are 95% HC3 confidence intervals. Blue coefficients have nominal HC3 P<0.05. 
Negative coefficients indicate lower MIC and therefore greater measured activity. The figure does not display the wider cluster-robust intervals 
reported in Table 3. Abbreviations: CI, confidence interval; HC3, heteroscedasticity-consistent covariance estimator type 3; MIC, minimum 
inhibitory concentration.

Table 4 Nested grouped cross-validation performance in the development set

Model Fold RMSE, mean 
± SD

Fold MAE, mean 
± SD Fold R², mean ± SD Pooled OOF RMSE Pooled OOF R² Pooled OOF 

Spearman rho
Median baseline 2.236 ± 0.768 1.753 ± 0.628 -0.003 ± 0.003 2.369 0.002 -0.014
Elastic Net 2.294 ± 0.763 1.794 ± 0.600 -0.065 ± 0.137 2.420 -0.042 0.143
Random Forest 2.180 ± 0.801 1.723 ± 0.674 0.054 ± 0.082 2.326 0.038 0.304
Extra Trees 2.174 ± 0.767 1.710 ± 0.619 0.053 ± 0.128 2.306 0.054 0.301

Note. All folds were grouped by 80%-identity cluster. Small model differences do not support stable superiority.

Figure 3 –  Homology-aware model performance

(A) Mean and standard deviation of RMSE across five outer grouped folds, with pooled out-of-fold R² shown for each model. (B) Observed 
versus Extra Trees-predicted log2 MIC in the held-out 80%-identity-cluster test set. The dashed line denotes perfect agreement, and the 
annotation reports the cluster-bootstrap confidence interval for test R². Abbreviations: MIC, minimum inhibitory concentration; OOF, out-of-fold; 
RMSE, root-mean-square error.
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than conventional standard errors. Twenty-two development 
entities exceeded Cook's distance 4/n. Held-out regression 
performance was RMSE 2.135, MAE 1.675, R² 0.105, and 
Spearman rho 0.300. Residual plots are shown in Supplementary 
Figure S1.

Grouped model comparison and held-out performance
Nested grouped cross-validation showed negligible 

separation among learned models and the median baseline 
(Table  4; Figure 3A). The locked primary results gave mean 
outer-fold RMSE values of 2.174 for Extra Trees, 2.180 for 
Random Forest, 2.236 for the baseline, and 2.294 for Elastic Net. 
Pooled out-of-fold R² was 0.054 for Extra Trees and 0.038 for 
Random Forest. These values indicate that the learned models 
explained little variance when entire 80%-identity clusters were 
unseen during development.

Extra Trees was retained as the locked test model under the 
original pretest RMSE rule. On the 104-entity test set, RMSE 
was 1.775 log2 MIC units (95% cluster-bootstrap CI 1.523-
2.030), MAE was 1.442 (1.204-1.692), R² was 0.381 (-0.024 to 
0.543), Spearman rho was 0.579 (0.252-0.748), and Pearson r 

was 0.632 (0.288-0.772) (Table 5; Figure 3B). The R² interval 
included zero, so the point estimate from this single cluster 
composition does not establish reliable generalization.

In the fully specified repeat audit, Random Forest and 
Extra Trees remained effectively tied: mean outer-fold RMSE 
was 2.190 and 2.194, while pooled out-of-fold R² was 0.033 
and 0.042, respectively. The 0.004 difference in mean RMSE 
selected Random Forest in that audit, whereas Extra Trees had 
slightly lower pooled RMSE. This instability reinforces that no 
learned model showed a reproducible performance advantage 
(Supplementary Table S17).

Held-out model attributions
Cysteine fraction had the largest test-set mean absolute 

SHAP value (0.543), followed by sequence length (0.296), 
net charge (0.249), C-terminal amidation (0.134), aliphatic 
index (0.125), and beta-strand hydrophobic moment (0.112) 
(Figure  4). Permutation importance similarly ranked cysteine 
fraction first. These rankings characterize the fitted Extra Trees 
model and do not distinguish direct chemistry from correlated 
family or structural-class information.

The SHAP distribution and partial-dependence functions 
showed nonlinear fitted patterns (Figures 4 and 5). Higher 
cysteine fractions and greater charge generally shifted 
predictions toward lower MIC, and C-terminal amidation shifted 
predictions toward greater predicted activity. Sequence length 
showed a curved model relationship despite a non-significant 
adjusted linear coefficient. The plots describe conditional model 
behavior over the observed data range and do not establish 
causal or universally transferable effects.

Data-quality, assay, and descriptor sensitivity
Held-out performance was similar in the exact-MIC 

analysis (RMSE 1.758; R² 0.393), after excluding structurally 
unverified entities (RMSE 1.804; R² 0.380), and after excluding 

Table 5
Locked Extra Trees performance in the 
untouched held-out test set

Metric Estimate 95% cluster-
bootstrap CI

RMSE 1.775 1.523 to 2.030
MAE 1.442 1.204 to 1.692
R² 0.381 -0.024 to 0.543
Spearman rho 0.579 0.252 to 0.748
Pearson r 0.632 0.288 to 0.772

Note. Confidence intervals use 1,000 intact-cluster bootstrap 
samples; the R² confidence interval includes zero.

Figure 4 –  Held-out model attributions for the locked Extra Trees model

(A) Mean absolute SHAP values rank global attribution magnitude. (B) SHAP distributions show direction and heterogeneity of attributions; 
the color scale uses monotonically varying luminance to remain interpretable in grayscale. Positive values increase predicted MIC, whereas 
negative values increase predicted activity. Attribution does not imply causation. Abbreviations: MIC, minimum inhibitory concentration; SHAP, 
Shapley additive explanations.
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extreme entity medians (RMSE 1.806; R² 0.359). Restriction 
to values originally reported in micromolar units reduced the 
sample to 219 development and 71 test entities and yielded 
RMSE 2.100 and R² 0.058; the exact-and-original-micromolar 
subset yielded RMSE 1.900 and R² 0.229 (Supplementary Table 
S3; Supplementary Figure S3). These results show sensitivity 
to unit-source composition and do not quantify salt-form or 
hydration-state error directly.

The MHB/CAMHB-only analysis yielded RMSE 1.817 
and R² 0.368 (354 development, 89 test entities). Restricting 
further to exact inocula of 5×10^5 or 1×10^6 CFU yielded RMSE 
1.707 and R² 0.433 (193 development, 51 test). In contrast, the 
named-strain-only subset was small (176 development, 31 test) 
and performed poorly (RMSE 1.974; R² -0.177; Spearman rho 
0.116). These restrictions do not remove laboratory or strain 
confounding, but they demonstrate that conclusions depend on 
which assay metadata are available (Supplementary Table S14; 
Supplementary Figure S3).

Alternative-descriptor models did not identify a single 
specification that resolved the primary uncertainty. Adding 
Boman index to mean hydrophobicity produced severe 
collinearity (maximum VIF 22.17) and a Boman coefficient 
near zero (P=0.961); replacing hydrophobicity with Boman 
index produced similar adjusted R² (0.258) and a positive 
Boman coefficient (P=0.030). Adding charge density produced 
maximum VIF 11.53 and P=0.724; replacing charge and length 
reduced adjusted R² to 0.231 and gave P=0.065. Modified-

termini isoelectric point was not significant in complete cases 
(P=0.247) or after median imputation (P=0.386), while the 
missingness indicator was borderline (P=0.066) (Supplementary 
Table S13).

Homology threshold, alignment definition, and 
similarity domain

With fixed Extra Trees settings, grouped out-of-fold R² was 
-0.148 at 70% identity, -0.107 at 80%, and 0.261 at 90%, with 
RMSE 2.540, 2.495, and 2.038, respectively (Supplementary 
Table S4; Supplementary Figure S2). Lower identity thresholds 
separate more remote families and produced worse transfer. 
Needleman-Wunsch and normalized-edit 80% clustering 
generated the same 212 development clusters (adjusted Rand 
index 1.000), no cross-boundary pair reached 80% Needleman-
Wunsch identity, and the maximum was 0.775 (Supplementary 
Table S18).

No test entity had ≥80% identity to a development sequence 
by design. Mean absolute error was 1.634 for the 50 entities with 
nearest-development identity <50%, 1.419 for 31 entities at 50%-
<70%, and 1.058 for 23 entities at 70%-<80% (Supplementary 
Table S15; Supplementary Figure S4). This descriptive gradient 
supports similarity-aware uncertainty reporting, but it does not 
establish performance for close analogues above 80% or for 
entirely novel structural classes.

Across the five outer folds, cysteine fraction and net 
charge appeared in the top three SHAP features in all folds, and 

Figure 5 –  Partial-dependence functions for the four leading interpretable features

Panels show model-averaged predicted log2 MIC across cysteine fraction, sequence length, net charge at pH 7.4, and C-terminal amidation. 
Curves describe fitted model behavior over observed feature ranges and do not establish causal effects. Abbreviation: MIC, minimum inhibitory 
concentration.
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sequence length did so in four folds (Supplementary Table S5). 
Stable rank does not remove confounding by family composition 
or weak out-of-fold predictive performance.

Discussion
This study separates adjusted database associations from 

predictive transfer under sequence-cluster separation. Several 
sequence and physicochemical variables were associated with 
log2 MIC in the primary HC3 model, but cluster-robust and 
family-exclusion analyses showed that inferential precision 
depended on sequence-family composition. Nested grouped 
cross-validation explained little out-of-fold variance, and the 
more favorable test point estimate had a confidence interval 
that included zero. The results therefore support hypothesis 
generation, not a validated stand-alone screening or prioritization 
instrument.

The inverse HC3 associations of positive charge, mean 
hydrophobicity, and beta-strand hydrophobic moment are 
compatible with established membrane-interaction hypotheses 
[6-8], but compatibility with mechanism is not evidence that 
these variables cause activity in this dataset. Peptide family, 
secondary structure, resistance phenotype, and assay conditions 
were incompletely observed and may jointly influence both 
descriptors and MIC. The wider 80%-cluster-robust intervals for 
these terms illustrate this dependence.

Cysteine fraction dominated both the linear and Extra 
Trees descriptions. Cysteine can enable disulfide-constrained 
scaffolds, but disulfide connectivity, redox state, and three-
dimensional topology were not encoded. The concentration 
of 29 cysteine-rich entities in one 30-entity cluster and loss 
of statistical precision after removing that cluster show that 
cysteine fraction partly represented family or structural-class 
membership. Its prominence identifies a family-dependent 
hypothesis for prospective testing rather than a universal 
chemical rule.

Terminal chemistry was also family-sensitive. C-terminal 
amidation had a negative HC3 association but a cluster-robust P 
value of 0.078. N-terminal acetylation was rare and concentrated: 
11 of 13 acetylated development entities belonged to one 
cluster, and the association was not precise after that cluster was 
removed. The positive primary coefficient should therefore not 
be interpreted as evidence that acetylation intrinsically reduces 
activity.

The alternative-descriptor analyses clarify why Boman 
index, charge density, and isoelectric point were not simply 
added to the main model. Boman index contained information 
when substituted for hydrophobicity, but adding both produced 
severe collinearity and no independent Boman contribution. 
Charge density added little when charge and length were 
retained, and replacing both reduced fit. Isoelectric point 
analyses were limited by 41.5% missingness and did not show 
an independent association; the borderline missingness indicator 
suggests that missingness may encode modification patterns or 
reporting practices. These results make the specification choice 
transparent but do not privilege one descriptor as causally 
superior.

Resistance and assay metadata restrict the biological scope. 
Only 19 observations were explicitly CRAB, most records 
lacked a resistance label, and no explicit susceptible category 
existed. The study therefore concerns A. baumannii activity 
broadly, not carbapenem-resistant activity specifically. Medium 
and inoculum restrictions were broadly similar to the primary 
result, whereas the named-strain subset performed poorly and 

was small. Absence of temperature, incubation-time, pH, ionic-
strength, and salt metadata prevented systematic adjustment, 
and residual laboratory and strain heterogeneity remains a major 
source of confounding.

The validation results are more informative than the single 
test point estimate alone. Exact-sequence separation would have 
allowed 304 cross-boundary pairs at 80% identity, whereas 
cluster locking removed that leakage route. Under the primary 
nested procedure, Extra Trees improved mean RMSE by only 
0.062 log2 units relative to the median baseline and had pooled 
out-of-fold R² of 0.054. The fully specified repeat audit again 
found a near-tie between tree models and weak pooled R². The 
test R² of 0.381 therefore should be viewed as one uncertain 
realization over 53 unequal clusters, not as stable evidence of 
generalization.

Homology sensitivity further narrows the domain 
of applicability. Performance was poorest under the 70% 
grouping, improved under the less stringent 90% grouping, 
and absolute error decreased as test sequences approached 80% 
identity to development. Because all ≥80% analogues were 
intentionally excluded from the test set, the analysis cannot 
estimate performance for close analogues above that threshold. 
Predictions for remote families, unusual chemistries, cyclic 
topologies, or features outside the observed range should be 
treated as unvalidated hypotheses.

Recent protein-language-model and few-shot approaches 
have coupled computational screening with experimental 
validation against A. baumannii [13]. The present study 
addresses a narrower question: how much transferable 
information is available from 12 conventional descriptors once 
close sequence relatives are excluded? The answer is limited. 
Future work may combine sequence embeddings, explicit 
structural representations, standardized assay covariates, and 
family-aware external validation, but model development 
should preserve cluster-disjoint evaluation and avoid post hoc 
test-set selection.

Strengths include a species-specific continuous outcome, 
conservative entity aggregation, a locked cluster-disjoint test set, 
nested grouped model comparison, cluster-bootstrap uncertainty, 
cluster-robust regression, descriptor and alignment sensitivities, 
assay-restricted analyses, and held-out model attribution. 
The submission package includes entity- and observation-
level audit trails, scripts, outputs, and publication-quality  
figures.

Limitations include exclusion of 489 range, censored, 
or complex records with potentially informative censoring; 
incomplete study identifiers; uncertain salt and hydration 
states for mass-to-molar conversion; sparse resistance and 
assay metadata; unresolved structural details for six cyclic or 
modified entities; unmodeled disulfide connectivity; and family 
concentration of rare modifications. Toxicity, hemolysis, serum 
stability, pharmacokinetics, and resistance emergence were not 
outcomes. The structural-exclusion, original-unit, extreme-
value, assay, descriptor, and family analyses bound some 
sensitivities but cannot replace source-level verification or 
prospective experiments.

Any computational use should therefore be embedded in a 
broader experimental workflow. Similarity to the development 
set, feature-range checks, uncertainty reporting, toxicity and 
developability filters, and standardized broth-microdilution 
testing are required before candidate advancement. The current 
model should not independently rank or select peptides for 
development. Prospective studies should use predefined panels 
of genetically and phenotypically diverse A. baumannii isolates, 
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